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ABSTRACT
A Nash equilibrium is an optimal strategy for each player
under the assumption that others play according to their
respective Nash strategies. In the presence of irrational
players or coalitions of colluding players, however, it pro-
vides no guarantees. Some recent literature has focused on
measuring the potential damage caused by the presence of
faulty behavior, as well as designing mechanisms that are re-
silient against such faults. In this paper we show that large
games are naturally fault tolerant. We first quantify the
ways in which two subclasses of large games – λ-continuous
games and anonymous games – are resilient against Byzan-
tine faults (i.e. irrational behavior), coalitions, and asyn-
chronous play. We then show that general large games also
have some non-trivial resilience against faults.

Categories and Subject Descriptors
C.4 [Performance of Systems]: Fault Tolerance;
J.4 [Social and Behavioral Sciences]: Economics

General Terms
Economics, Theory

Keywords
Nash equilibrium, Byzantine faults, Large games

1. INTRODUCTION
Game theory provides a means of studying an interac-

tion between many agents by modelling it as a game. A
solution concept such as a Nash equilibrium is then hypoth-
esized to explain or predict the behavior of these agents.
Nowadays, with the advent of the Internet, many of the
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interactions we wish to model are taking place online, in
a distributed setting. Such interactions are characterized
by unpredictably asynchronous communication, the occa-
sional presence of faults, and perhaps some exogenous com-
munication between the players. However, the concept of
a Nash equilibrium provides no guarantees about the opti-
mality of strategies in such a fault-ridden environment, and
hence does not suffice.

One approach to correcting this deficiency is to incorpo-
rate the characteristics of the distributed setting into the
model. This, however, requires precise knowledge of the set-
ting to be modelled, and may make the model much more
complicated. A second approach that is taken in some recent
literature is to quantify the damage caused by the presence
of faulty players (see the section Previous Work below).

In this paper we take a different approach, and show that
sometimes the concept of a Nash equilibrium does suffice.
That is, sometimes the strategies of a Nash equilibrium re-
main close to best-responses for each player even if the game
is modified to permit asynchronous communication, faulty
behavior, and the possibility of collusion.

We study large games – games that involve many agents
– because in such games it is particularly relevant to exam-
ine the robustness of equilibria against faults. Additionally,
in large games it seems plausible that the sheer size of the
game renders it robust, whereas in small games such an ap-
proach is easily seen to fail. Of course, a large game could
be comprised of a small game embedded in a setting with
many players, in which case our approach would not work.
But then again, such a game is not really a “large” game.
Thus, we consider various properties of the game and the
equilibrium that we believe are reasonable characterizations
of large games, and show how these properties relate to the
fault tolerance of the game.

Faulty Behavior.
The guarantee provided by a Nash equilibrium is that each

player’s strategy is optimal, assuming all others play their
designated strategies. One type of faulty behavior consists
of Byzantine faults, wherein some of the players do not play
according to their equilibrium strategies. Perhaps the ac-
tions of these faulty players are altered due to an error in
communication, perhaps the players are irrational, or per-
haps they have some unknown utility. In any case, their
actions can be arbitrary or even adversarial.

Two types of resilience we may wish to have against Byzan-
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tine faults are called immunity and tolerance. Immunity
means that even if some players fault, the utility of the non-
faulty players is not affected by much. Tolerance means
that even if some players fault, the original strategies of
non-faulty players are still optimal (even conditioned on the
actions of the faulty players), although their payoffs may be
different from the case in which no players fault.

Another type of faulty behavior is asynchrony. The Nash
strategies are optimal if all players play simultaneously, but
suppose some player was delayed, and was then exposed to
the chosen actions of some of the other players. This player
may then use the information he obtained from the exposed
actions to get a better payoff for himself. In this case, his
original Nash strategy may no longer be optimal. Resilience
to asynchrony means that this does not occur – that a player
can not improve his payoff by too much, even after he is
exposed to the actions of some other players.

A final type of faulty behavior consists of collusion among
players. Nash equilibria only guarantee that no player can
benefit by a unilateral deviation from his strategy, but says
nothing about deviations by a colluding set of players. Re-
silience against collusion means that coalitions of players can
not improve their payoffs even by a coordinated deviation.

Our Results.
Our results are roughly of the following form: Given a

large game of type X and a Nash equilibrium of that game,
the strategies given by the equilibrium remain nearly best-
response (up to, say, a small constant additive factor) even
in the presence of at most x faults, asynchronous exposure
to at most y other players’ actions, and with the possibility
of forming a coalition of size at most z.

We begin our study of fault tolerance in large games with
a subclass of games that has received much attention in the
economics literature (c.f. [16]) and has recently appeared
in some computer science literature as well ([9, 10]). This
subclass consists of λ-continuous games, and it turns out
that it is particularly well-suited to our demands of fault
tolerance. Roughly, in such games no player is influenced
too much by the other players. More precisely, if some δ-
fraction of players changes their actions, then this can only
change the utility of a non-member by at most λ · δ. For
games that are λ-continuous, we observe that x, y, and z
can be as large as a constant fraction of all the players (if λ
is some arbitrarily large constant).

λ-continuous games have very strong fault tolerance, but
perhaps the restriction on the game is too strong. More
precisely, in these games a player’s utility given any of the
others’ actions changes little if a small fraction of players
changes their action. For fault tolerance, however, we are
really only interested in what happens when the actions
of (non-faulty) players come from specific distributions –
namely, the strategies of the Nash equilibrium. Thus, we
consider weakening the restriction on the game, but then
requiring some condition on the distribution of the equilib-
rium strategies.

The next natural subclass of games we study is that of
anonymous games, in which the utility function of each player
is a function of his own action and the distribution of other
players’ actions (how many players played each possible ac-
tion). Thus, in anonymous games a player does not care
which player performed each action, but only how many per-
formed each action. Anonymous games are widely studied

in economics, and have also appeared in recent computer
science literature (c.f. [10]). Note that anonymous games
can be very far from being λ-continuous: For example, if a
player’s utility is determined by the majority of the other
players’ binary actions, then a change of even 1 player’s ac-
tion can flip the utility from 1 to 0.

Anonymous games are fault tolerant if we consider Nash
equilibria that are “mixed enough” – this means that players
play every action with at least some minimal probability.
Section 6.1 contains some discussion about the applicability
and naturalness of this assumption, as well examples demon-
strating its necessity. In any case, in such games the equi-
libria are resilient to roughly

√
n faults, as well as coalitions

of the same size. Additionally, the equilibria can tolerate
asynchronous exposure to the actions of nearly a constant
fraction of the players. Furthermore, if the game is both
λ-continuous and anonymous, then the Nash equilibria are
resilient to asynchronous exposure to all n−1 other players.

Finally, in general large games, we give an example in
which there can be no fault tolerance, even to one Byzan-
tine fault (see Section 7). However, not all is lost. We show
that if the faulting players are chosen randomly (but their
actions remain adversarial), then the strategies provided by
Nash equilibria remain nearly best-responses for most play-
ers (again assuming that the strategies are mixed enough).
We give a reduction from the case of arbitrary games with
randomly-chosen faulting players to anonymous games with
arbitrarily-chosen faulting players. Using this technique we
show that the number of faulting players can be as large as
the number of faulting players in any anonymous game –
roughly

√
n for Byzantine faults and up to a constant frac-

tion for asynchronous exposure.
We note that our results are optimal in the following sense:

the restrictions placed on the games, the equilibria, and the
number of faulting players are pretty much necessary. It is
not possible to weaken them by much, and we describe some
games that serve as counter-examples.

Previous Work.
The original motivation for this work arose from two re-

cent papers of Kalai [16, 17], in which he shows that in large
normal-form games that are anonymous and λ-continuous,
the Nash equilibria are extensively robust. This means that
even when the game is altered in such a way as to allow se-
quential play, the possibility of revision, and communication
between the players, the original Nash equilibria of the game
survive. In particular, the Nash equilibria of such games are
ex post Nash: a player’s strategy remains best-response even
after he sees the chosen actions of all the other players.

In a previous work [12] we attempt to generalize the work
of Kalai, and introduce the notion of partial exposure. We
show that in any large game, players’ Nash strategies remain
nearly optimal even after they are exposed to the chosen
actions of some of the other players.

These properties of ex post Nash and partial exposure can
be seen as a form of resilience to asynchrony, since players
who play later are exposed to the chosen actions of those
who played earlier. The resilience holds since the proper-
ties guarantee that players are not too motivated to change
their actions despite the new information. The current pa-
per expands on these ideas, and places this resilience in the
broader context of fault tolerance.

Fault tolerance is one of the major topics of study in dis-
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tributed computing, and much work in this field has focused
on designing multi-agent protocols that are resilient against
various types of faults. Game theory, however, is relatively
unconcerned with these issues. In recent survey articles,
Halpern [13, 14] has argued that perhaps these issues should
be studied more extensively in a game theoretic framework.

Notions of resilience against Byzantine faults have ap-
peared in a few implementation frameworks. Eliaz [11] shows
how to implement a mechanism in such a way that if some
players fault, the other players’ strategies are still best-response
(this is the notion we call tolerance). Aiyer et al. [2] imple-
ment a protocol in an asynchronous setting that is resilient
against Byzantine, altruistic, and rational behavior. Addi-
tionally, the burgeoning field of rational cryptography (see
[23] for a survey) is concerned with the implementation of
protocols that are secure against both rational and Byzan-
tine players. Finally, some recent work of Abraham et al.
[3, 4] on the implementation of mediators has considered
solution concepts that take into account the possibility of
irrational play by some of the players.

Questions on how to deal with asynchrony have also come
up in game theory. Specifically, Monderer and Tennenholtz
[20, 21] present a framework that incorporates game theo-
retic analysis in a distributed setting. A very different ap-
proach to handling asynchrony in two-player games is taken
by Ilcinkas and Pelc [15].

Solution concepts in game theory that deal with devia-
tions by coalitions have a longer history. The first work is
perhaps that of Aumann [1] – in his solution concept, there
can be no coalitions of players in which all players benefit
from a deviation. Bernheim et al. [8] present the notion of
a coalition-proof Nash equilibrium, in which there can be no
deviations in which all players do better, but also no de-
viations (by a subset of the coalition) from the deviation.
Moreno and Wooders [22] extend this work to allow corre-
lated strategies. Finally, in their work on implementing me-
diators, Abraham et al. [3, 4] also consider solution concepts
in which some players may coordinate a deviation. Their no-
tion requires that no such deviation will benefit any player
in the coalition. One of the problems with these notions is
that in general, a game need not have such a coalition-proof
equilibrium (as opposed to a Nash equilibrium, which always
exists).

Finally, a couple of recent papers quantify the difference
between a regular equilibrium and one that is resilient against
some adversarial players. Specifically, Moscibroda et al. [19]
study the so-called price of malice in a virus inoculation
game, and Babaioff et al. [7] study a different notion with
the same name in congestion games. Additionally, Blum
et al. [6] show that in some games, the ratio between a so-
cial optimum and the result obtained when players minimize
their regret is unaffected by the presence of Byzantine play-
ers.

2. DEFINITIONS
We use the standard definition of a normal-form game (c.f.

[24]).

Definition 2.1 (game). A game G is described by a
triple G = (N, A, u) as follows:

• N = {1, . . . , n} is the set of players.

• A is the set of player actions.

• u = (u1, . . . , un) is the vector of payoff functions. For
every i, the payoff of player i is ui : An 7→ [0, 1].
We will also slightly abuse notation, and denote by
ui(A) = Ea∼A[ui(a)], where A = (A1, . . . ,An) is a
random variable over An.

We also use the following standard notation. For a subset
I ⊆ N and some vector X = X1 × . . . × Xn, let XI =⊗

i∈I Xi, and X−I =
⊗

i6∈I Xi. Furthermore, A−i : A′
i =

A1 × . . .×Ai−1 ×A′
i ×Ai+1 × . . .×An.

The most common solution concept for such games is a
Nash equilibrium.

Definition 2.2 (Nash equilibrium). A product distri-
bution A = A1× . . .×An over An is an α-Nash equilibrium
if for all i and all A′

i,

ui(A−i : A′
i) ≤ ui(A) + α.

It is a Nash equilibrium if α = 0.

We now define some properties of functions that are needed
for this work. In the following, let f : An 7→ [0, 1].

Definition 2.3 (λ-continuous). f is λ-continuous if
for all x, y ∈ An,

|f(x)− f(y)| ≤ λ ·∆(x, y),

where

∆(x, y) =
|{i : xi 6= yi}|

n
.

For a player i and an action a ∈ A, define ua
i : An−1 7→ [0, 1]

as

ua
i (x1, . . . , xi−1, xi+1, . . . , xn) = ui(x1, . . . , xi−1, a, xi+1, . . . , xn).

Then a game G is λ-continuous if for every i and every a,
ua

i is λ-continuous.

Definition 2.4 (anonymous). f is anonymous if f(x) =
f(y) whenever

|{i : xi = a}| = |{i : yi = a}|

for all a ∈ A. This occurs if and only if

f(x1, . . . , xn) = f(σ(x1), . . . , σ(xn))

for all permutations σ : N 7→ N and all (x1, . . . , xn) ∈ An.

A game G is anonymous if for every i and every a ∈ A, ua
i

is anonymous.
We now define two properties of distributions that are

relevant to this work.

Definition 2.5 (ε-uniform). A distribution
A = (A1, . . . ,An) is ε-uniform if for all i and all a ∈ A,
Pr [Ai = a] ≥ ε.

A weaker notion is that of weak ε-uniformity, in which
only elements in the support occur with probability at least
ε, and not every element.

Definition 2.6 (weakly ε-uniform). A distribution
A = (A1, . . . ,An) is weakly ε-uniform if for all i and all
a ∈ supp(Ai), Pr [Ai = a] ≥ ε.

Suppose A = A1 × . . .×An are the strategies of a Nash
equilibrium. If A is ε-uniform, then no player i has a pure
strategy (unless |A| = 1). Weak ε-uniformity, on the other
hand, only states that if a player mixes, then his strategy is
very mixed (every element occurs with probability at least
ε).
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3. FAULTY BEHAVIOR
In this section we describe the various types of faulty be-

havior in which we are interested.

3.1 Byzantine Faults
When a Byzantine fault occurs, the player who faulted

plays an arbitrary action. His action is not rational, and
does not obey any known distribution. The only knowledge
players have about such faults is that the number of players
that fault is at most some t. There are two possible prop-
erties we may want: t-immunity and t-tolerance. Immunity
means that even if some players fault, the utilities of the
honest players are not affected by much. Tolerance means
that even if some players fault, the original strategies of non-
faulty players are still optimal, although their payoffs may
be different from the case in which no players fault.

Definition 3.1 (t-immunity). In a game G, a Nash
equilibrium A = A1 × . . .×An is t-immune if for every set
S ⊂ N , |S| ≤ t, every bS ∈ A|S|, and every player i 6∈ S,

ui(A) ≥ ui(A−S : bS).

The equilibrium is (ε, t)-immune if

ui(A) ≥ ui(A−S : bS)− ε.

Definition 3.2 (t-tolerance). In a game G, a Nash
equilibrium A = A1 × . . .×An is t-tolerant if for every set
S ⊂ N , |S| ≤ t, every bS ∈ A|S|, every player i 6∈ S, and
every strategy A′

i,

ui(A−S : bS) ≥ ui(A−(S∪{i}) : bS ,A′
i).

The equilibrium is (ε, t)-tolerant if

ui(A−S : bS) ≥ ui(A−(S∪{i}) : bS ,A′
i)− ε.

The notions of t-immunity and t-tolerance serve two pur-
poses and are very distinct properties. However, the follow-
ing definition provides a sufficient condition for both.

Definition 3.3 (t-stable). In a game G, a Nash equi-
librium A = A1×. . .×An is t-stable if for every set S ⊂ N ,
|S| ≤ t, every bS ∈ A|S|, every player i 6∈ S, and every ac-
tion a ∈ A,∣∣ui(A−i : a)− ui(A−(S∪{i}) : bS , a)

∣∣ = 0.

The equilibrium is (ε, t)-stable if∣∣ui(A−i : a)− ui(A−(S∪{i}) : bS , a)
∣∣ ≤ ε.

The following lemma shows that stability is sufficient for
both immunity and tolerance:

Lemma 3.4. Suppose that in a game G, a Nash equilib-
rium A = A1 × . . . ×An is (ε, t)-stable. Then A is (ε, t)-
immune and (2ε, t)-tolerant.

Proof. Immunity follows almost directly. Now consider
some alternate strategy A′

i for player i. Then for any S ⊆ N ,

|S| ≤ T , and bS ∈ A|S|,

ui(A−(S∪{i}) : bS ,A′
i)

=
∑
a∈A

ui(A−(S∪{i}) : a, bS) Pr
[
A′

i = a
]

≤
∑
a∈A

(ui(A−i : a) + ε) · Pr
[
A′

i = a
]

(1)

=

(∑
a∈A

ui(A−i : a) · Pr
[
A′

i = a
])

+ ε

= ui(A−i : A′
i) + ε

≤ ui(A) + ε (2)

=

(∑
a∈A

ui(A−i : a) · Pr [Ai = a]

)
+ ε

≤

(∑
a∈A

(
ui(A−(S∪{i}) : a, bS) + ε

)
· Pr [Ai = a]

)
+ ε

(3)

= ui(A−S : bS) + 2ε,

where (1) and (3) follow from (ε, t)-stability and (2) holds
since A is a Nash equilibrium (and so Ai is a better strategy
than A′

i). Thus, A is (2ε, t)-tolerant.

3.2 Coalitions
Another type of fault occurs when sets of players collude

in an attempt to increase their payoffs.

Definition 3.5 (t-coalitional Nash equilibrium).
In a game G, we say that a Nash equilibrium A = A1 ×
. . .×An is a t-coalitional Nash equilibrium if for every set
S ⊂ N , |S| ≤ t, every joint strategy A′

S, and every player
i ∈ S,

ui(A) ≥ ui(A−S : A′
S).

The strategy is an (ε, t)-coalitional Nash equilibrium if

ui(A) ≥ ui(A−S : A′
S)− ε.

The notions of coalitional Nash equilibrium, immunity,
and tolerance are different: For example, in a coalitional
Nash equilibrium, the player i whose utility does not change
is a member of the coalition S. In the case of immunity,
on the other hand, i is not a member of S. However, the
three notions are closely related, and in fact immunity and
tolerance imply resilience against coalitions.

Lemma 3.6. Suppose that in a game G, a Nash equilib-
rium A = A1×. . .×An is (δ, t)-immune and (δ′, t)-tolerant.
Then A is a (δ + δ′, t + 1)-coalitional Nash equilibrium.

Proof. Fix a player i, and consider some subset S ⊂
N \ {i}, |S| ≤ t. By immunity, we know that for every

bS ∈ A|S|,

ui(A) ≥ ui(A−S : bS)− δ.

By tolerance we know that for every strategy A′
i of player i,

ui(A−S : bS) ≥ ui(A−(S∪{i}) : bS ,A′
i)− δ′.

Putting the two together implies that

ui(A) ≥ ui(A−(S∪{i}) : bS ,A′
i)− δ − δ′.
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Since this holds for every bS ∈ A|S|, it also holds that

ui(A) ≥ ui(A−(S∪{i}) : A′
(S∪{i}))− δ − δ′

for every joint strategy A′
(S∪{i})of the players in S∪{i}.

3.3 Asynchrony
If players do not play simultaneously, then perhaps they

are exposed to the chosen actions of other players. They
may then be able to use this information to their advantage.
Note that the difference between our notion of stability un-
der asynchrony and that of tolerance is that in the former the
actions of the faulting set S are sampled from the distribu-
tion AS (and so the probability is over this sample as well),
whereas in the latter the actions are chosen in a worst-case
manner.

Definition 3.7 ((δ, p, t)-ex post). In a game G, a Nash
equilibrium A = A1× . . .×An is (δ, p, t)-ex post if for every
set S ⊂ N , |S| ≤ t, and every player i 6∈ S,

PraS∼AS [∃a ∈ A s.t.

ui(A−(S∪{i}) : aS , a) > ui(A−S : aS) + δ
]

< p.

If the equilibrium of a game is (δ, p, t)-ex post, then the
original strategy of player i is nearly optimal (up to the
additive δ) with probability 1 − p even after he sees the
chosen actions of players in any set S of size at most t.

4. λ-CONTINUOUS GAMES
It turns out that λ-continuous games are strongly fault-

tolerant, as is shown in the following theorem. Note that we
make no assumption on |A| (except that it is discrete).

Theorem 4.1. Let G be an n-player λ-continuous game,
and fix some t ∈ [n]. Then every Nash equilibrium of G
is (λt/n, t)-immune, (2λt/n, t)-tolerant, and (3λt/n, t + 1)-
coalitional.

Proof. Fix some player i and subset S ⊂ N \{i}, |S| ≤ t.
Also, fix some Nash equilibrium A = A1×. . .×An and some
bS ∈ A|S|. For every a ∈ A,

ua
i (A−i) =

∑
a=(a1,...,ai−1,a,ai+1,...,an)

ui(a) Pr [A−i = a−i]

≥

(∑
a

ui(a−S : bS) Pr [A−i = a−i]

)
− λt

n

= ua
i (A−(S∪{i}) : bS)− λt

n
,

where the inequality follows from λ-continuity. An identical
argument shows that

ua
i (A−i) ≤ ua

i (A−(S∪{i}) : bS) +
λt

n
.

Thus, we have that for every a ∈ A,∣∣ui(A−i, a)− ui(A−(S∪{i}) : bS , a)
∣∣ ≤ λt

n
,

and so A is (λt/n, t)-stable. Immunity and tolerance fol-
low using Lemma 3.4, and Lemma 3.6 implies the resilience
against coalitions.

Since tolerance is a strictly stronger property than re-
silience against asynchrony, we also get the following im-
mediate corollary:

Corollary 4.2. Let G be an n-player λ-continuous game,
and fix some t ∈ [n]. Then every Nash equilibrium of G is
(2λt/n, 0, t)-ex post.

5. ANONYMOUS λ-CONTINUOUS GAMES
A game G is anonymous and λ-continuous if for every

player i and every action a ∈ A, ua
i is anonymous and λ-

continuous. Such games have the same immunity, tolerance,
and coalitional resilience properties as general λ-continuous
games. Their advantage, however, lies in their nearly opti-
mal resilience to asynchrony – no player has much incentive
to change his strategy even if he sees the chosen actions of
all other players. This is shown in the following theorem of
Kalai [16].

Theorem 5.1 ([16]). Let G be an n-player game that
is both λ-continuous and anonymous, and fix some s ∈ [n].
Then every Nash equilibrium of G is(

λs|A|
n

, 2|A| · e−
2s2
n , n− 1

)
-ex post.

6. ANONYMOUS GAMES
Recall that a game G is anonymous if for every player i

and every action a ∈ A, ua
i is an anonymous function. We

first state our main result on anonymous games, and then
provide some intuition and discussion. The proof follows in
Section 6.2. We note that our theorems in this section and
the one on general games are for games in which A = {0, 1},
but they can be generalized to any constant |A|.

Theorem 6.1. Let G be an anonymous n-player game
with A = {0, 1} and fix some ε = ε(n) > 0. Let c(n) be
any complexity function (positive and nondecreasing), and
fix

t =

√
εn

c(n)
.

Then there exists a universal constant D such that every
ε-uniform Nash equilibrium of G is (δ, t)-immune, (2δ, t)-
tolerant, and (3δ, t + 1)-coalitional, where

δ = D ·

√
log c(n)

c(n)
.

Consider the following interesting ranges of possible param-
eters. If we are happy with δ as a small constant, then c(n)
can be a large constant. In this case, the number of fault-
ing players can be as large as Ω(

√
εn). On the other hand,

we can have δ almost as small as O(1/n1/4) at the cost of
having t only be some (possibly large) constant.

Theorem 6.1 relies on the following lemma, whose proof is
omitted due to space constraints. The idea is that when con-
sidering independent Bernoulli random variables, the prob-
ability that their sum is x is close to the probability that
their sum is x + t (when x is close to the expectation and t
is smaller than the standard deviation).

Lemma 6.2. Let X1, . . . ,Xn be independent Bernoulli ran-
dom variables with (possibly different) parameters pi ∈ [ε, 1−
ε], where ε > 0, let X be their sum, and let σ2 = Var[X].
Then for any δ > 0 and positive integer t:

|Pr [X = x]− Pr [X = x + t]| ≤ δ
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with probability at least

1−O

(
t

δσ2
+

t

σ

)
over the choice of x from X.

Since we are studying anonymous games, all utility func-
tions are anonymous, and so their values are determined by
the sum of the inputs. Now, if there are t Byzantine faults
in such a game, then the sum is offset by at most t. In-
tuitively, however, since the probability of the sum being x
and x + t is roughly the same, these faults should not alter
the expectation of the function by too much.

6.1 ε-Uniformity
In this section we discuss the notion of ε-uniformity. We

begin with some examples of anonymous games with Nash
equilibria that are not ε-uniform, and show that no fault
tolerance is possible:

Example 6.3. In the agreement game, every player has
utility 1 if all players output 1, and 0 otherwise. One Nash
equilibrium here is when every player outputs 1 with prob-
ability 1.

Note that this equilibrium is not 1-tolerant: If one player
faults and outputs 0 instead of 1, then all players get 0
instead of 1.

Example 6.4. In the minority game, players output 0 or
1, and win if and only if their action matches the minority of
other players’ actions. If n is odd, then a Nash equilibrium
of this game is when one player flips a fair coin, half of the
others always output 1, and the remaining players always
output 0.

This equilibrium is not 2-immune: If two players that always
output 0 fault and output 1, then it is beneficial for a player
who is supposed to always output 1 to output 0. In this case
his Nash strategy is very far from optimal.

Our conclusion from these examples is that we can not
expect fault tolerance in general anonymous games without
some restriction on the Nash equilibria. We now describe
some situations in which it is reasonable to impose the as-
sumption of ε-uniformity.

First, consider a situation in which a game is played over
a noisy channel. Suppose players transmit their actions, but
know that there is some small probability ε that their action
will chosen at random instead of correctly communicated.
Here all strategies of players are ε-uniform (for binary action
spaces). It is also not difficult to show that there always
exists a Nash equilibrium in this situation: conditioned on
all players playing an ε-uniform strategy, there exists an ε-
uniform best-response for all players. Consider a new game
in which the set of actions of all players is the set of all
ε-uniform strategies of the original game. Since this new
action space is compact, there exists a Nash equilibrium.
Note that an equilibrium in the new game consists of ε-
uniform strategies over the original actions.

Second, adding some random noise can be a very easy way
to make a mechanism fault tolerant. Suppose we implement
a mechanism in Nash strategies. Then we can add random
noise into the mechanism by flipping each player’s actions
with probability ε. In this case, the equilibrium will be ε-
uniform and thus fault tolerant. Note that for some ranges

of parameters ε can be as small as O(1/n). In this case we
are making the mechanism fault tolerant at the cost of only
a constant number of random errors (on expectation).

Third, consider a situation in which faults of players who
do not randomize their actions can be “fixed”. That is, if a
player has a pure strategy in a Nash equilibrium, then all
other players know this. But then, if this player faults, then
the other players know he faulted, and so they can “correct”
his fault by treating his input as the original pure action.
In such a situation, the equilibrium only needs to be weakly
ε-uniform for the results to hold. Weak ε-uniformity arises
naturally in two distinct contexts. First, suppose players
have some bounded randomness (see [18]). If they have ac-
cess to k random bits, then the Nash distribution is weakly
2−k-uniform. Additionally, in the recent work of Daskalakis
and Papadimitriou [10] on computing equilibria in anony-
mous games, they actually compute an α-Nash equilibrium
that is weakly α2-uniform.

Fourth, the notion of ε-uniformity is related to Selten’s
trembling-hand perfect equilibrium solution concept [27], in
which a player’s Nash strategy must remain nearly optimal
even after small perturbations in the other players’ strate-
gies. Such an equilibrium always exists, but the size of the
perturbation can be vanishingly small.

Finally, we note that for anonymous games, the require-
ment of ε-uniformity can be relaxed. All we require is that
for every action a ∈ A, there are enough players who output
a with probability between ε and 1− ε.

6.2 Proofs
In the following lemma, we denote by f(j) = f(x), where

|{i : xi = 1}| = j. This is well defined because f is an anony-
mous function, and so its value depends only on the number
of ones and zeros in the input.

Lemma 6.5. Let X1, . . . ,Xn be independent Bernoulli ran-
dom variables with (possibly different) parameters pi ∈ [ε, 1−
ε], where ε > 0. Let c(n) be any complexity function, and
let t = σ/c(n), where

X =

n−t∑
i=1

Xi and σ2 = Var

[
n∑

i=1

Xi

]
.

Finally, let f : {0, 1}n 7→ [0, 1] be any anonymous function.
Then for any b, c ∈ {0, . . . , t},

∣∣E [f(X + b)]− E [f(X + c)]
∣∣ ≤ O

(√
log c(n)

c(n)

)
.

Proof. Fix

δ =
1

σ
√

c(n)
,

and note that

t

δ
=

σ2√
c(n)

.

Lemma 6.2 guarantees that

|Pr [X = x + b]− Pr [X = x + c]| ≤ O

(
1

σ
√

c(n)

)
with probability at least

1−O

(
t

δσ2
+

t

σ

)
≥ 1−O

(
1√
c(n)

)
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over the choice of x from X. Let µ = E[X] and s =√
log c(n) · σ. Then there exists some constant d > 0 so

that by a Chernoff bound,

Pr
[
|X− µ| > d

√
log c(n) · σ

]
≤ O

(
e− log c(n)

)
≤ O

(
1√
c(n)

)
.

For some k, let µ−k = µ− ds− k and µ+
k = µ + ds− k.∣∣E [f(X + b)]− E [f(X + c)]

∣∣
=

∣∣∣∣∣
n−t∑
i=0

f(i + b) Pr [X = i]−
n−t∑
i=0

f(i + c) Pr [X = i]

∣∣∣∣∣
≤

∣∣∣∣∣∣∣
∑

i∈[µ−
b

,µ+
b

]

f(i + b) Pr [X = i]−
∑

i∈[µ−c ,µ+
c ]

f(i + c) Pr [X = i]

∣∣∣∣∣∣∣
+
∣∣Pr

[
X 6∈ [µ−b , µ+

b ]
]
+ Pr

[
X 6∈ [µ−c , µ+

c ]
] ∣∣ ·max

x
f(x)

≤

∣∣∣∣∣∣∣
∑

i∈[µ−0 ,µ+
0 ]

f(i) Pr [X = i + b]−
∑

i∈[µ−0 ,µ+
0 ]

f(i) Pr [X = i + c]

∣∣∣∣∣∣∣
+ O

(
1√
c(n)

)

≤ O

(
2ds

σ
√

c(n)
+

1√
c(n)

)

≤ O

(√
log c(n)

c(n)

)
.

We now prove Theorem 6.1.

Proof. Fix some ε-uniform Nash equilibrium A = A1×
. . .×An of G. Also fix some player i and subset S ⊂ N \{i},
|S| = t ≤ σ/c(n), where

σ2 = Var

∑
j 6=i

Ai

 .

Note that σ2 = Ω (εn) due to ε-uniformity and the fact that

the Ai are independent. Also, fix some bS ∈ A|S|, and let
b =

∑
i∈S bi. That is, b is the number of 1’s in the vector

bS . For any a ∈ A,∣∣ua
i (A−i)− ua

i (A−(S∪{i}) : bS)
∣∣

=

∣∣∣∣∣∣
n−1∑
j=0

ua
i (j) Pr

∑
k 6=i

Ak = j


−

n−t−1∑
j=0

ua
i (j + b) Pr

 ∑
k 6∈{S∪{i}}

Ak = j

∣∣∣∣∣∣

=

∣∣∣∣∣∣
n−t−1∑

j=0

ua
i (j + c)

t∑
c=0

Pr

 ∑
k 6∈{S∪{i}}

Ak = j

Pr

[∑
k∈S

Ak = c

]

−
n−t−1∑

j=0

ua
i (j + b) Pr

 ∑
k 6∈{S∪{i}}

Ak = j

∣∣∣∣∣∣
=

t∑
r=0

Pr

[∑
k∈S

Ak = c

]
·

∣∣∣∣∣∣
n−t−1∑

j=0

ua
i (j + c) Pr

 ∑
k 6∈{S∪{i}}

Ak = j


−

n−t−1∑
j=0

ua
i (j + b) Pr

 ∑
k 6∈{S∪{i}}

Ak = j

∣∣∣∣∣∣
≤ δ

by Lemma 6.5.
Because this holds for every a ∈ A, A is (δ, t)-stable. Im-

munity and tolerance follow from Lemma 3.4, and resilience
against coalitions from Lemma 3.6.

6.3 Resilience to Asynchrony
In this section we show that anonymous games are highly

resilient to asynchrony by proving Theorem 6.6. For one
possible setting of the parameters, the theorem states that
with probability approaching 1, no player can improve his
payoff by more than an arbitrarily small constant even after
being exposed to the actions of nearly a constant fraction of
all players.

Theorem 6.6. Let G be an anonymous n-player game
with an ε-uniform Nash equilibrium A = A1 × . . . × An,
for ε > 0. Let c(n) and d(n) be any complexity functions,
and fix

t =
n

d(n)
.

Then there exist universal constants C and D such that G
is (

δ, e
− εC·d(n)

c(n)2 , t

)
-ex post,

where

δ = D ·

√
log c(n)

c(n)
.

Proof. Fix some player i and subset S ⊂ N \{i}, |S| ≤ t,
and let

B =
∑
i∈S

Ai.

Fix k = σ/c(n), where σ2 = Var[
∑

j 6∈S Aj ]. Note that σ2 ≥
Ω(ε(n− t)) by ε-uniformity and the independence of the Ai.
By a Chernoff bound,

Pr [|B− E[B]| > k] ≤ e
− ad(n)σ2

c(n)2n ≤ e
− 2εC·d(n)

c(n)2

for some constant C. Assume this does not happen (if it
does then it is captured by the second parameter of the ex
post property). In this case, we can continue the proof as
in that of Theorem 6.1: The maximum offset given by the
faulting players is k = σ/c(n), which is the same size as the
number of faulting players t in Theorem 6.1. Further details
are omitted due to space constraints.
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7. GENERAL GAMES
In general, it is impossible to show the same kind of ro-

bustness to Byzantine faults for general games, even if we
assume the equilibrium is ε-uniform. The same holds for
resilience to asynchrony (see the examples in Section 7.1).
However, if we make some assumptions about how faulty or
exposed players are chosen, then there is some innate fault
tolerance even in general large games.

We begin with a result on resilience to asynchrony, which
is essentially a theorem of Gradwohl and Reingold [12] on
partial exposure. We then proceed to state a new theorem
on tolerance and immunity in general large games – Theo-
rem 7.3.

Definition 7.1 (random m-exposure (p, α)-ex post).
For each i ∈ N , let Ri be a uniformly random subset Ri ⊂
N \ {i} of size |Ri| = m. Then a Nash equilibrium A =
A1×. . .×An is (p, α)-ex post Nash with random m-exposure
if for every i:

Pr r∼Ri
ar∼Ar

[
∃a ∈ A s.t.

ui(A
−i : a|Ar = ar) > ui(A|Ar = ar) + α

]
< p.

In words, the definition states that even if a player sees the
actions of a random subset of m players, the probability that
he will be able to improve his payoff by more than α is at
most p. The following theorem shows that m can be rather
large:

Theorem 7.2 ([12]). In any n-player game G, for any
p, α > 0, and positive integer m, every Nash equilibrium
A = A1 × . . .×An is(

p +
4m · |A|
npα2

, α

)
-ex post Nash with random m-exposure.

Note that for A to be (p, α)-ex post Nash with random ex-
posure we can take

m = Ω

(
p2α2 · n
|A|

)
.

If |A|, p and α are constants, then m can be as large as a
constant fraction of all the players.

Note that this property of ex post Nash is a weaker form
of resilience against asynchrony than what we have for λ-
continuous or anonymous games. In particular, Theorem 7.2
implies that “most” players (on expectation, (1 − p)n) will
not be able to improve their expected payoffs by more than
α even after being exposed to the actions of a random subset
of m players. This is necessarily so, since in general games
it is impossible to obtain fault tolerance for all players si-
multaneously – see Example 7.6 below.

If A is ε-uniform, then there are similarly weakened forms
of t-immunity and t-tolerance as well.

Theorem 7.3. Let G be any n-player game with actions
A = {0, 1} and an ε-uniform Nash equilibrium A = A1 ×
. . . × An, for ε > 0. Let c(n) be any complexity function,
and fix

t =

√
εn

c(n)
and δ =

1
3
√

c(n)
.

Finally, let k ≥ 1. Then the following statements hold for
any player i, where the probability is over a uniform random
choice of S ⊂ N \ {i} of size |S| = t:

Pr
[
∃a ∈ A s.t.

max
bS∈At

{
ui(A−(S∪{i}) : bS , a)

}
> ui(A−S : bS) + 2kδ

]
<

2

k
.

Also,

Pr

[
min

bS∈At
{ui(A−S : bS)} < ui(A)− kδ

]
<

2

k
.

Theorem 7.3 states that if a set of t faulting players is chosen
uniformly at random, then for any player, his strategy is
nearly best-response (up to the additive kδ) with probability
at least 1−2/k even conditioned on the faults. Additionally,
the same holds for immunity – t randomly chosen faulting
players do not change a player’s utility by more than 2kδ
with probability more than 2/k.

7.1 Impossibility of Fault Tolerance with
Arbitrary Faulting Players

In this section we give some examples of general games
and show that it may be impossible to have fault tolerance
if the faulting players are chosen arbitrarily, as opposed to
randomly. The first example shows that in general games it
is impossible to have 1-tolerance or resilience to asynchrony
if a faulting player is chosen in an adversarial manner.

Example 7.4. In the expert game, a player wins (has
utility 1) if he matches the action of player 1 (and player 1
always wins). One of the Nash equilibria of this game is for
every player to flip a fair coin.

If player 1 has a fault and plays action 0 (with probability
1), then no other player’s strategy remains optimal. The
same holds if some player is exposed to the chosen action of
player 1.

The following somewhat degenerate game shows that if
the faulting player is chosen in an adversarial manner, then
1-immunity also fails.

Example 7.5. In the dictator game, player 1 always wins,
and every other player wins if player 1 outputs a 1 (and loses
otherwise). One of the Nash equilibria of this game is for
every player to flip a fair coin.

Clearly, if player 1 faults and outputs a 0, all other players
go from an expected utility of 1/2 to an expected utility of
0.

The next example shows that in general games, it is im-
possible to obtain 1-tolerance or resilience to asynchrony for
all players simultaneously (even if the faulting players are
chosen randomly):

Example 7.6. In the many-experts game, player i wins
if and only if his action matches the action of player i +
1 (mod n). There are 3 Nash equilibria in this game: all
players play 1, all players play 0, and every player flips a
fair coin.

Note that none of the Nash equilibria is fault tolerant. Con-
sider the third equilibrium. If any player j has a fault and
plays action 1 (with probability 1), then player j−1 (mod n)
no longer wishes to flip a coin. The same argument shows
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that if player j − 1 (mod n) is exposed to player j, then his
Nash strategy will no longer be optimal.

From these examples, we conclude that the choice of fault-
ing players needs to be restricted somehow. Additionally, it
is necessary to relax the requirement that the equilibrium re-
main best-response for all players simultaneously after some
fault has occurred.

7.2 Proof of Theorem 7.3
The proof utilizes the following lemma, which bounds the

number of sets of players who have large influence on the
expectation of a function. The proof of the lemma expands
on some ideas of Al-Najjar and Smorodinsky [5], and is a
reduction to the case of anonymous functions (about which
we already have explicit statements – see Section 6).

Lemma 7.7. Let f : {0, 1}n 7→ [0, 1] be any function, and
let X = X1 × . . .×Xn be an ε-uniform product distribution
over {0, 1}n. Let t and δ be as in Theorem 7.3. Then

E
S

[
max

bS∈{0,1}t

∣∣E [f(X)]− E [f(X−S : bS)]
∣∣] ≤ δ,

where the expectation is over S ⊆ N of size |S| = t chosen
uniformly at random.

Proof. We first assume that all Xi are distributed iden-
tically. We will then show how to reduce the problem to this
case. Let σ : N 7→ N be a permutation of the players. For
a set S ⊂ N , let

VS(f) = max
bS∈{0,1}t

∣∣E [f(X)]− E [f(X−S : bS)]
∣∣.

Also, for some positive integer t let

Vt(f) =
∑
S⊂N
|S|=t

VS(f).

Now, let fσ : {0, 1}n 7→ [0, 1] be such that fσ(x1, . . . , xn) =
f(σ(x1), . . . , σ(xn)). Observe that Vt(f) = Vt(f

σ): this
holds because in both cases we are summing over all subsets
S of size t, and the only difference is that the sum is in a
different order. Here we also use the fact that the Xi are
distributed identically.

Now consider the function g : {0, 1}n 7→ [0, 1], where

g(x1, . . . , xn) =
1

n!

∑
σ

fσ(x1, . . . , xn).

First of all, note that g is an anonymous function, since
g(x1, . . . , xn) = g(σ(x1), . . . , σ(xn)) for all permutations σ
of the players. Additionally,

Vt(g) =
∑
S⊂N
|S|=t

1

n!

∑
σ

VS(fσ) =
∑
S⊂N
|S|=t

1

n!

∑
σ

VS(f) = Vt(f).

Since g is an anonymous function, every S of size t has the
same VS(g). Thus, on expectation (over the random choice
of S), E[VS(f)] = VS(g). Now, the proof of Theorem 6.1
shows that for any anonymous function g, VS(g) ≤ δ, and
this completes the proof of the claim (actually, Theorem 6.1
is stated only for binary random variables. A similar claim
for trinary random variables is omitted due to space con-
straints).

Recall that in the above, we assumed that all Xi are dis-
tributed identically, and this is not necessarily the case. We

now show how to get around this problem by reducing the
distribution X and the function f to a different function
and a distribution Y that is identically distributed, without
affecting the influences of sets of players.

For each i, let pi = Pr [Xi = 1], and recall that pi ∈ [ε, 1−
ε]. Now, consider the function f ′ : [0, 1]n 7→ [0, 1] as follows:

f ′(r1, . . . , rn) = f(X1(r1), . . . ,Xn(rn)),

where Xi(ri) = 1 if ri ≤ pi and 0 otherwise. Let U =
U1× . . .×Un be the uniform distribution over [0, 1]n. Then
when the inputs to f ′ are drawn independently from U we
have that E[f ] = E[f ′] . Also, if we define VS(f ′) similarly
to VS(f) (with sup instead of max), then we have VS(f ′) =
VS(f).

Now let Y = Y1 × . . . ×Yn be independent and identi-
cally distributed random variables over {0, 1,⊥} such that
for every i, Pr [Yi = 0] = Pr [Yi = 1] = ε, and Pr [Yi =⊥] =
1− 2ε. Consider the function h : {0, 1,⊥} 7→ [0, 1] such that

h(y1, . . . , yn) = E
[
f ′
(
U|(U1 ∈ y1), . . . , (Un ∈ yn)

)]
,

where

(Ui ∈ yi) ⇒

 Ui ∈ [0, ε] if yi = 1,
Ui ∈ [1− ε, 1] if yi = 0,
Ui ∈ (ε, 1− ε) otherwise.

We now claim that for every S, VS(h) = VS(f ′). First note
that

E[h(Y)] =
∑

y∈supp(Y)

Pr [Y = y] h(y)

=
∑

y∈supp(Y)

Pr [Y = y] E
[
f ′
(
U|(U1 ∈ y1), . . . , (Un ∈ yn)

)]
= E[f ′(U)].

Also, let bS ∈ {0, 1,⊥}t be such that

|E [h(Y)]− E [h(Y−S : bS)]|

is maximal. Then bS ∈ {0, 1}t, and

h(Y−S : bS) = f ′(U|(Ui ∈ bi ∀i ∈ S)).

Hence,

VS(h) = max
bS∈{0,1,⊥}t

|E [h(Y)]− E [h(Y−S : bS)]|

= max
bS∈{0,1}t

|E [h(Y)]− E [h(Y−S : bS)]|

= max
bS∈{0,1}t

∣∣E [f ′(U)
]
− E

[
f ′
(
U|(Ui ∈ bi ∀i ∈ S)

)]∣∣
= VS(f ′).

So now we have an i.i.d. distribution Y and a function h
such that

E
Y

[VS(h)] = E
U

[VS(f ′)] = E
X

[VS(f)]

as desired.

We can now prove Theorem 7.3.

Proof. Fix some a ∈ A and a player i. Lemma 7.7 im-
plies that

E
S

[
max

bS∈{0,1}t
|ua

i (A−i)− ua
i (A−S : bS)|

]
≤ δ,
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where S, |S| = t, is chosen uniformly at random from N .
Now, a Markov bound implies that

Pr

[
max

bS∈{0,1}t
|ua

i (A−i)− ua
i (A−S : bS)| > kδ

]
≤ 1

k
.

The probability that this is true for either u0
i or u1

i is at most
2/k. Thus, we have that with probability at least 1− 2/k,

∣∣ui(A−i, a)− ui(A−(S∪{i}) : bS , a)
∣∣ ≤ δ

for all a ∈ {0, 1} and all bS ∈ At, and so A is (δ, t)-stable.
Immunity and tolerance follow using Lemma 3.4.
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